
Executive Summary
Law firms across the UK are deploying AI tools at pace. Harvey, Legora, Microsoft Copilot -

the announcements are coming weekly. What few firms have yet to address is a quieter

question: what is AI deployment actually doing to your matter economics?

The answer, based on analysis of matter activity patterns from UK M&A practices, is

uncomfortable (illustrative). AI compression is real. It is measurable. And in most cases, it is

not showing up anywhere in billing decisions.

This paper presents a forensic audit framework for understanding where that margin went -

and how to rebuild a pricing posture that can defend its numbers to partners, clients, and

management.

KEY FINDINGS FROM A REPRESENTATIVE M&A MATTER ANALYSIS

(illustrative, based on audit methodology applied to representative matter structures):

AI tool usage reduced task-equivalent hours by 15-22% on document-intensive matters

In time-and-materials matters, this translated to a 14-18% revenue shortfall against historical

equivalents - with no corresponding partner-level explanation

In fixed-fee matters, the risk is a mispriced next quote - a baseline set by human-hours that no

longer reflects AI-adjusted economics

Fewer than 10% of firms we spoke with could produce an auditable, line-item explanation for the

pricing of a given M&A matter against its comparable precedents

The firms that come out of this transition ahead will be those that can answer a simple question

defensibly: what did this matter cost to produce, which tools were involved, and what

comparable matters support the price we charged?
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The Shift Nobody Has Documented
The conversation in legal AI has been dominated by a single question: are fee earners using

these tools? Firms have invested in change management programmes, trained associates on

prompt engineering, signed enterprise agreements with Harvey and Legora.

A different question is arriving fast, and most firms are not ready for it: what is AI usage

worth, and to whom?

This is not a philosophical question. It is a billing question. And it is already being asked - by

procurement teams at investment banks, by GCs at private equity houses, by clients who can

see their legal bills and are beginning to wonder whether they are paying hourly rates for

work that was generated in seconds.

The pricing dilemma takes two forms depending on billing model.

In time-and-materials engagements, AI compression reduces billable hours. A first-draft

share purchase agreement that took a senior associate 12 hours in 2022 may now take 3

hours with AI-assisted drafting. The associate bills 3 hours. The client pays accordingly. The

firm's revenue on that task falls by 75% with no corresponding conversation about whether

the output warrants different pricing. This is the silent revenue shortfall - visible only in

realization rates that trend quietly downward, attributed to "pricing pressure" or "competitive

intensity" rather than its actual cause.

In fixed-fee engagements, the dynamic is subtler and in some ways more dangerous. AI

compression means mandates complete faster and with fewer partner-hours. That is a

margin improvement - until a partner sets the next fixed fee based on what the previous

mandate cost. The implied hourly rate drifts lower with each iteration, not because the work

became less valuable, but because the baseline shifted without anyone noticing.

Both failure modes share a common root: the absence of auditable, comparable data that

connects AI tool activity to matter economics.
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The Audit Methodology
Identifying the margin leak requires triangulating three data sources that have historically

lived in separate systems and never been correlated.

1. Practice Management System data
Time entries, billing records, write-offs, and discount history. This is the billing side of the ledger - it tells

you what was charged. It does not, on its own, tell you what happened.

2. AI tool and vendor metrics
Usage logs from Harvey, Legora, Microsoft Copilot, and equivalent platforms. These tell you what was

opened and for how long. They do not, on their own, connect to any specific matter, fee earner, or

deliverable.

3. Microsoft 365 activity data
Document version history, edit sessions, collaboration signals, and application sign-on patterns. This is

the connective tissue - the digital trail that links a fee earner's work session to a specific document, on a

specific matter, at a specific time.
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The audit methodology overlays these three sources using a deterministic attribution

approach. For each time entry on each matter, the framework asks: what tool activity is
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The Attribution Triangulation
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Attribution Engine
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corroborated by M365 signals for this fee earner, in this time window, on this matter's

documents? The output is an attribution confidence tier for each entry:

Tier Signal basis What it means

� H; i l hHF
Native vendor API confirms session and

document link

Independently auditable - defensible in any

client conversation

� ] [ z hZ HF
M365 document activity corroborates

vendor log

High confidence - two independent signals

agree

� ] hhHY; kHF
Application sign-on overlaps with billing

session

Moderate - directionally correct, not

document-level

�[ MHhhHF
� Ht r ] hFçP[ çkPZ HçH[ kht ç[ ; hh; kPqH²ç[ ]

kHYHZ Hkht çZ ; kDO
� ] r çÎ çl i HMl Yç; i ç; çi PN[ ; Y°ç[ ] kç; çFHMH[ DH

This tiering matters because it determines defensibility. A managing partner can stand

behind a "Measured" or "Confirmed" attribution in a client conversation. An "Inferred"

attribution is not independently auditable.

�&�R�P�S�D�U�D�E�O�H���P�D�W�W�H�U���V�F�R�U�L�Q�J

Once individual entries are attributed, the framework constructs a comparable-matter

benchmark. This addresses a question we hear often: how do you avoid comparing an

auction M&A process to a straightforward private company acquisition?

Matters are scored for similarity across six structural dimensions: we score matters across

multiple structural dimensions including practice type, complexity tier, and billing model.

Comparable matters are ranked by similarity score and surfaced with their historical billing

outcomes. The output is not "you should charge X because an algorithm said so" - it is "here
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are the three most comparable matters from the past 24 months, here is what they billed,

here is where this mandate sits relative to that cohort."

� qHht çD] Z e; hPi ] [ çPi ç; l FPk; CYH̄ ç� qHht çD] Z e; h; CYHçD; [ çCHçi O] r [ çk] ç; çDYPH[ k̄

Sample Findings: A Representative M&A Mandate
The following is an illustrative example constructed from patterns observed across UK M&A practices. All

figures are representative and labelled as such.

The mandate

A mid-market acquisition (deal value: ~£85m). Four fee earners: one partner, two senior

associates, one associate. Fixed fee agreed at £265,000 based on a comparable matter from

18 months prior.

Harvey deployed for due diligence review and first-draft SPA preparation. Microsoft Copilot

used for board pack drafting.

The audit findings
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Work area Historical baseline hours Audit-attributed hours Compression

Due diligence review 82h 61h …‰þ

SPA drafting (first draft) 47h 18h ‰…þ

Conditions precedent 34h 29h „ˆ þ

Client communications 28h 27h 4%

Completion mechanics 41h 40h 2%

/ ] k; Y …†…O „Š̂ O …̂ þ

The mandate completed in 175 attributed hours against a baseline of 232 hours for

comparable mandates at the same complexity tier. The fixed fee of £265,000 implied an

effective rate of ~£1,514/hour against actual AI-adjusted effort - compared to ~£1,142/hour

on a traditional basis.

The issue: the partner setting the next fixed-fee quote for a similar mandate used £265k as

their baseline. They had no visibility into the AI compression. The next quote was set at £275k

- representing a real-terms reduction in margin because it reflected neither the AI time

savings nor any conscious repricing decision. The margin improvement from AI was quietly

converted into a cheaper next quote.

The three comparable matters (illustrative)
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Matter Date Fee Attribution

Tech acquisition (£75m) 18 months prior £240k None

Real estate M&A (£110m) 14 months prior £310k Moderate (Copilot only)

� l hhH[ kçZ ; [ F; kH ï …‰̂ X � PNOçÂ� ; hqHt çòç� ] ePY] kÃ

The comparable analysis shows the current mandate is priced above the historical median -

which is defensible, because AI compression genuinely reduced effort. Without the audit, the

partner had no basis to explain that number to a client. With it, they do.

Three Patterns We See Repeatedly
Pattern 1: The billable-hours drag

AI saves time disproportionately on document-intensive tasks - drafting, review,

summarisation. These are tasks that used to be billed at associate rates over many hours.

With AI, the same output is produced in a fraction of the time by the same fee earner. In T&M

matters, revenue on these tasks falls. Firms attribute it to billing pressure; the real cause is

unmanaged AI compression.

Illustrative signal: associate-grade billing as a percentage of total matter hours falls 12-18% year-on-

year at firms with active Harvey deployment, without any corresponding change in fixed-fee structures.
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Pattern 2: The intuition write-down

Partners working on AI-assisted matters sense that the work "went faster" and voluntarily

reduce bills or fixed fees without data to support the decision. The instinct is not wrong - it

often reflects genuine AI efficiency. But without comparable matter data, the write-down is

based on gut, not audit. This creates two problems: it sets a lower baseline for future pricing,

and it cannot be defended to the client if challenged.

Illustrative signal: unstructured write-offs on fixed-fee mandates at AI-active practices run at 2-3× the

historical rate, with "below estimate" as the most common reason code and no AI attribution recorded.

Pattern 3: The comparable baseline drift

This is the slowest and most damaging pattern. As AI becomes normalised, historical

comparables accumulate AI compression without anyone labelling them. A pricing director

looking at the last 10 comparable M&A matters is looking at a mix of pre-AI, partial-AI, and full-

AI work - but the data does not distinguish between them. The median of that set becomes

the "market rate" and it drifts lower year-on-year, invisibly.

Illustrative signal: comparable matter median hours fall 8-15% per annum at AI-active firms, but fixed-

fee quotes remain stable - a margin compression that looks like profitability until partner cost ratios are

restated.

What Defensible Pricing Looks Like
The firms that hold margin through this transition are not necessarily those charging the

most. They are those that can answer two questions when a client asks:

Ž¯ç6 Ot çFPFçkOPi çZ ; | HhçD] i kçr O; kçPkçD] i k¶

• ¯ç6 O; kçD] Z e; h; CYHçZ ; [ F; kHi çi l ee] hkçkO; kç[ l Z CHh¶

A defensible pricing posture requires three things:
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� [ ç; l FPk; CYHçHqPFH[ DHçkh; PȲ Every billing decision backed to a data source - tool usage,

M365 activity, PMS entry. Not a narrative ("our team used AI extensively"), but a document-

level, session-level audit log. If the client pushes back, you can show them exactly which tool

was used, on which document, in which session, corroborated by which system.

� ] Z e; h; CYHçZ ; | HhçqPi PCPYPkt ¯ The precedent behind the number. Not "we think this is

consistent with what we've charged before," but "here are the three most structurally similar

matters from the past 24 months, here are their billing outcomes, here is where this mandate

sits relative to that cohort."

� | hPCl kP] [ Î D] [ z FH[ DHçFPi DY] i l hH̄  Knowing how much of your AI attribution is "measured"

versus "inferred" - so you know which parts of your analysis you can stand behind and which

are directional estimates. A pricing decision built entirely on inferred signals should carry a

different level of conviction than one built on vendor-reported data.

/ OPi çPi ç[ ] kç; C] l kçDO; hNP[ NçDYPH[ ki çM] hç� �çk] ] Yi ¯ç�kçPi ç; C] l kçO; qP[ NçkOHçHqPFH[ DHçk]

HseY; P[ çr Ot çt ] l çDO; hNHFçr O; kçt ] l çDO; hNHFçÎ ç; [ FçH[ i l hP[ NçkO; kç� �çHx PDPH[ Dt çPi

hH{ HDkHFçP[ çt ] l hçehPDP[ NçFHDPi P] [ i çh; kOHhçkO; [ çgl PHkYt çHh] FP[ Nçt ] l hçZ ; hNP[ ¯

A L P ODO . COM

The Silent Realization Gap
H O W  A I  C O M P R E S S I O N  I S  R E W R I T I N G  M A T T E R  E C O N O M I C S
M a y  2 0 2 6  —  V e r s i o n  1 . 0 .



Getting Your Own Audit
This framework is available as a three-week, fixed-scope engagement for UK law

firms deploying AI tools on M&A and complex transactional work.

WHAT'S INCLUDED:

Up to 100 closed matters via CSV export - no PMS integration required

Attribution audit across Microsoft 365, PMS time entries, and available vendor data

Matter-level margin leakage analysis with comparable benchmarks

Partner-grade PDF deliverable, auditable at the work-unit level

WHO IT'S FOR:

Pricing Directors, Heads of Legal Operations, and Finance Partners at firms with active AI

deployment who want to understand the economic impact on matter economics before it shows

up as a realization rate problem.

/ ] ç; hh; [ NHç; çFP; N[ ] i kPDçH[ N; NHZ H[ kç] hçFPi Dl i i çkOHçZ HkO] F] Y] Nt ±
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